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Abstract

In protein binder design, many promising candidates are too large for efficient
synthesis, expression, or therapeutic delivery. Converting these binders into short
peptides while preserving binding affinity and specificity typically requires ex-
tensive experimental optimization. At the same time, designing peptide binders
directly from a target protein sequence remains substantially more challenging than
unconditional peptide generation, as the model must simultaneously capture the
distribution of short peptides and learn target-specific interactions. Here, we present
IDPepDesign, a target-conditioned peptide design framework built on SCISOR, an
insertion—deletion diffusion model for protein sequence generation. IDPepDesign
introduces two complementary conditioning mechanisms: a pooled target represen-
tation injected throughout the denoising process, and residue-level cross-attention
that enables every peptide position to attend to encoded target residues. This
architecture transforms SCISOR from an unconditional peptide generator into a
target-aware binder design model while retaining its ability to generate realistic
short peptide sequences. Our model substantially improved peptide generation qual-
ity (perplexity 17.1 — 11.3; Fréchet protein distance 1.84 — 0.75) and enabled
target-conditioned peptide design. Across 11 established protein binder targets,
IDPepDesign produced peptide binders with competitive predicted interface quality
compared with both sequence- and structure-based design baselines.

1 Introduction

Peptide binders offer an attractive alternative to large protein binders because they are easier to
synthesize, manufacture, and deliver while retaining the ability to recognize extended protein surfaces
that are often inaccessible to small molecules. However, designing peptide binders that preserve the
affinity and specificity of larger binders remains challenging, particularly for targets with limited
structural information.

Structure-based design frameworks such as RFdiffusion with ProteinMPNN [Watson et al., 2023}
Dauparas et al.l [2022] and BindCraft [Pacesa et al. [2025]] generate interfaces directly in three-
dimensional space. While highly successful, these approaches inherit the Protein Data Bank’s bias
toward well-folded, crystallizable complexes [[Alamdari et al.,|2023]], leaving many therapeutically
relevant targets—including intrinsically disordered proteins, transcription factors, and fusion oncopro-
teins—underrepresented. Sequence-based approaches avoid this limitation. PepMLM reconstructs
peptide binders conditioned on target sequences using a span-masked ESM-2 model [Chen et al.,
2025]], while Forge employs latent flow matching over large protein interaction graphs to generate
target-specific binders [Ko and Wang|, 2025]]. However, these methods are designed for de novo
peptide generation rather than compressing an existing binder into a shorter peptide while preserving
the key interface residues responsible for target recognition. SCISOR [Baron et al., 2025] provides a
promising foundation for this task. Instead of masking residues as in conventional language models,
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SCISOR learns an insertion—deletion diffusion process that inserts random amino acids during the
forward process and removes them during denoising. The same model can therefore both generate
sequences from noise and progressively shorten existing proteins, providing an inductive bias for
sequence compression that conventional autoregressive or masked language models do not possess.
However, SCISOR is an unconditional generative model trained on general protein sequences and
lacks any mechanism for conditioning sequence generation on a target protein.

Here, we introduce IDPepDesign, a target-conditioned extension of SCISOR for peptide binder design.
Our method augments the pretrained diffusion model with a frozen ESM-2 target encoder [Lin et al.|
2023|], a lightweight trainable target transformer, global target conditioning, and residue-level peptide-
to-target cross-attention integrated throughout the denoising network. These conditioning pathways
are zero-initialized, allowing the pretrained SCISOR model to be preserved at initialization while
enabling target-specific interactions to be learned during fine-tuning. It combines SCISOR’s ability to
compress protein sequences with explicit target conditioning, enabling sequence-only peptide binder
design without sacrificing the underlying generative capabilities of the pretrained model.

1.1 Contributions

1) We propose IDPepDesign, a target-conditioned extension of SCISOR that enables sequence-
only peptide binder design. 2) We show that target-conditioned fine-tuning improves short-peptide
generation while preserving the pretrained generative capabilities of SCISOR. 3) We demonstrate
competitive peptide binder design across 11 benchmark targets, outperforming unconditional SCISOR
and random shortening baselines.

2 Method

2.1 Target Conditioning

Unlike conventional conditional generation with discrete class labels, peptide binder design requires
conditioning on previously unseen target proteins. Inspired by text-to-image diffusion models, we
condition SCISOR on continuous target representations extracted from a pretrained protein language
model [Lin et al.| [2023]]. During unconditional generation, these representations are replaced by
zeros. A target sequence is encoded with a frozen ESM-2 35M model, producing both residue-level
embeddings and a pooled sequence representation. These features are incorporated into SCISOR
through two complementary conditioning pathways (Figure 2): a global pathway that conditions
sequence generation on the target identity, and a residue-level pathway that enables peptide residues
to attend to specific target residues. The full architecture, is shown in Appendix

2.1.1 Pooled Pathway (global)

The pooled target embedding is projected into SCISOR’s global conditioning space and added to
the diffusion-time embedding. The final projection layer is zero-initialized so that the pretrained
SCISOR model is exactly recovered before fine-tuning.

2.1.2 Per-residue pathway

A lightweight trainable encoder refines the residue embeddings into interaction-aware target represen-
tations. After each of SCISOR’s 12 backbone layers, peptide residues attend to these representations
through cross-attention. The resulting features are modulated by a learnable scalar gate initialized to
zero, allowing the conditioning pathway to be introduced gradually during fine-tuning while leaving
the pretrained model unchanged at initialization. Together, the conditioning modules introduce
approximately 15.2M additional parameters (15.0M from cross-attention and 0.19M from the global
pathway), increasing the model size from 52.6M parameters. Because all newly introduced projec-
tions are zero-initialized, conditioned and unconditioned predictions are identical at initialization,
a property we verify before each training run. At inference time, conditioning is optional. Uncon-
ditional generation disables both pathways, whereas conditional generation applies a shared target
representation across the batch.
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2.2 Data

We combine the PepMLM dataset with Propedia complexes [[Chen et al.| 2025, Martins et al., 2021],
retaining peptide—target pairs with peptides of length < 50 and targets of length < 1024. The
resulting training set contains 52,461 pairs (median peptide length: 11). The PepMLM held-out set
contains 293 pairs within the same length range. To prevent data leakage, we removed from the
training set all peptide—target pairs and target sequences appearing in either the held-out test set or
our binder evaluation benchmarks. We further excluded all complexes used in the crystal-shrinking
and de novo binder-design evaluations, ensuring that every reported benchmark target and complex
was unseen during training.

3 Evaluation

Our evaluation addresses three questions: (i) does fine-tuning preserve SCISOR’s ability to generate
realistic peptide sequences? (ii) Does target conditioning improve peptide shrinking while preserving
binding-relevant residues? (iii) Can the model generate plausible de novo peptide binders for
previously unseen therapeutic targets?

3.1 Fitting the distribution of natural sequences

Perplexity We report a variational upper bound on the negative log-likelihood over the 293 held-out
peptide—target pairs. Target conditioning is disabled to evaluate the underlying peptide language
model rather than target-specific generation.

Fréchet Protein Distance (FPD) We generate 1,000 peptide samples using 20 diffusion steps and
K =5 corrector steps, following the SCISOR protocol. Distributional similarity to natural peptides is
measured using FPD in ProtT5 embedding space [Elnaggar et al.,|2022[]; lower values indicate closer
agreement with the distribution of natural peptides.

Monomer foldability We estimate monomer foldability using OmegaFold with one recycle [Wu
et al.,[2022]], reporting pLDDT for generated peptides and comparing it with the held-out test set.

3.2 Shrinking Panel

While unconditional generation evaluates peptide realism, binder shrinking evaluates whether target
conditioning preserves functionally important residues during sequence compression. We use ten
heteromeric peptide—protein crystal complexes (binder lengths 31-50 residues with 7-30 interface
residues; Supplementary Material). Each complex is shortened to peptide lengths of 25, 20, 15, and
10 residues using three strategies: uniform random deletion, pretrained SCISOR, and IDPepDesign
with target conditioning enabled. Five sequences are generated per target length. PepMLM cannot
perform sequence shortening and is therefore evaluated only as a de novo peptide generator at the
corresponding target lengths. For the shortening methods, we measure longest-common-subsequence
coverage and the fraction of preserved interface residues relative to the crystal complex [Baron et al.|
2025]]. Each shortened peptide is subsequently folded together with its target using Boltz [Wohlwend
et al.,|2024]], and the predicted complexes are evaluated using ipTM and ipSAE,,,;;, [Dunbrack, 2025].
Crystal complexes serve as the native reference.

3.3 Binder Design against Target Panel

We evaluate de novo peptide binder generation on 11 of the 15 therapeutic targets from the experi-
mental binder meta-analysis of Overath ez al. [Overath et al., 2025]], covering diverse protein classes
including receptors, viral proteins, and intracellular protein—protein interaction hubs.

* All methods generate peptides of fixed length (L=20), eliminating peptide length as a
confounding factor for interface quality metrics.

* We sample 20 peptide designs per target and evaluate every generated sequence without
pre-filtering or reranking prior to structure prediction [[Ko and Wang| [2025].
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Table 1: Evaluating the Fine-tunning gain on FPD, perplexity, and pLDDT. Initial test peptides have
mean pLDDT 67.2.

Cloud NLL PPL pLDDT FPD

SCISOR 284 17.10 64.8 1.84
IDPepDesign uncond  2.42 11.25 66.0 0.75

* We compare IDPepDesign against PepMLM-650M [Chen et al.;[2025]] and BoltzGen [Stark
et al.,[2025]|Design.

For each method, we report the mean ipTM and ipSAE,,;,, across targets, together with the fraction
of designs exceeding established interface-confidence thresholds, averaging across targets rather than
reporting best-case examples.

3.3.1 Binder Evaluation metrics
Sequence diversity Sequence diversity is measured as the mean pairwise sequence identity among
peptides generated for each target. Lower identity indicates greater diversity.

ipSAE & ipTM Experimental affinity measurements remain the gold standard but are impractical at
this scale. We therefore evaluate predicted complexes using two complementary interface confidence
metrics. ipTM measures AlphaFold’s interface confidence [Abramson et al., 2024]], whereas ipSAE
focuses on residue pairs with confident predicted aligned error and better isolates interface qual-
ity [Dunbrackl |2025]]. A recent meta-analysis of 3,766 experimentally characterized de novo binders
identified ipSAE,,,i, as the strongest single predictor of experimental success among commonly
used confidence metrics [Overath et al.| [2025]. We therefore report both ipTM and ipSAE,,;,, using
Boltz [Wohlwend et al., 2024]]. These metrics estimate interface confidence rather than binding
affinity.

4 Results

4.1 Fine-tuning improves peptide generation

Perplexity Fine-tuning substantially improves sequence likelihood on the held-out peptide—target
pairs, reducing perplexity from 17.10 for the pretrained SCISOR model to 11.25 for IDPepDesign
(Table [T). This improvement indicates that the model successfully adapts from general protein
sequence generation to the distribution of short peptide binders.

Monomer foldability Generated peptides remain structurally plausible after fine-tuning.
OmegaFold predicts pLDDT values within approximately two points of the natural peptide dis-
tribution (67.2) for all generated sequence sets, with unconditional IDPepDesign being closest. Since
binder quality depends primarily on the protein—peptide interface rather than the stability of the
isolated peptide, this experiment serves to verify that fine-tuning preserves SCISOR’s ability to
generate structurally feasible peptide sequences.

FPD IDPepDesign achieves a lower FPD than the pretrained SCISOR model, indicating that
generated peptides more closely match the distribution of natural peptide sequences. At the same
time, generation diversity remains unchanged: every sampled sequence is unique, and generated
peptide lengths closely match the held-out test distribution (mean ~ 14 residues).

4.2 Interaction-aware peptide shrinking

Figure[I|summarizes peptide shrinking across ten experimentally resolved peptide—protein complexes.
Panel A reports longest-common-subsequence coverage of the crystal interface, while Panel B
reports the fraction of preserved interface residues. Because PepMLM generates peptides de novo
rather than shortening existing binders, it is not applicable for the residue-preservation analysis.
IDPepDesign consistently preserves more of the crystal interface than the pretrained SCISOR
model across all target peptide lengths. More importantly, this improved sequence preservation
translates into higher predicted interface quality after structure prediction. Averaged across the
ten complexes, IDPepDesign achieves mean ipTM/ipSAE,,;,, scores of 0.51/0.042 compared with
0.48/0.037 for SCISOR. At the biologically relevant peptide length of 15 residues, the advantage
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Table 2: Mean = standard deviation of ipTM and ipSAE,;,, across 10 peptide—protein benchmark

targets. Best mean per target/metric is highlighted in and second-best in

Model Metric TnC-Tnl  Kallikrein-Hirustasin  MLCIP-Myo2IQ ~TBP-TFIIA ~ YscE-YscG  SGPB-OMTKY3 ExoT-SpeS ~ UNG-Ugi  TEADI-YAP ~CDK2-p27
IDPepDesign 0.7840.11 0.6740.12 0.674£0.18  0.51£0.16 0.2240.10 [NOMB9ZE0R2IN 0.55+£0.18 0.2540.13 JOIB9EONMON 0.4540.22
SCISOR 0.7540.19 0.6440.17 0.64+0.15  0.44+0.16 0.21+£0.09  0.52+0.18  0.52+0.12 0.26£0.08 0.32+0.19 0.48+0.21
Native ipT™™ 0.7840.00 0.4840.00 0.614£0.00  0.49+0.00 0.204£0.00  0.48+0.00 [OM9OEO00] 0.14+0.00 0.1940.00 0.1540.00
PepMLM 0.7640.15 0.70£0.10 0072201131 10/54£0018110:27£0:167  0.52+0.19  0.59+0.17 0.2540.08 0.35+0.22 [0:562£0:19
Random 0.80+£0.09 0.67+0.15 0.61£0.12  0.50£0.12 0.18+0.06  0.49+0.20  0.51+0.19 JO26E0N09] 0.33+0.17 0.39+0.17
IDPepDesign 0.1240.10 0.0740.06 0.084£0.09  0.02£0.03 0.00£0.01 [NOM07ZEOW09N 0.04-0.04 JOI00ZEO0M 0.01£0.02 0.01£0.03
SCISOR 0.1240.14 0.0840.09 0.074£0.09  0.01+0.01 0.00£0.00 0.04+0.08  0.03+0.03 0.00£0.00 0.01+0.01 0.0140.03
Native ipSAE i, 0.07£0.00 0.0240.00 0.04£0.00  0.01+0.00 0.00£0.00  0.01+0.00 [OIBTEOI0] 0.00£0.00 0.00-0.00 0.0040.00
PepMLM 0.1240.12 0.0740.04 0:102£0:09710:02£0102770:01£0:027 0.04+0.05  0.05£0.06 0.00£0.00 [0:01=£0:03770:03£0:09
Random 0.1240.10 0.0940.09 0.05+£0.04  0.01£0.01 0.00£0.00  0.03£0.03  0.04+0.05 0.00£0.00 0.00+0.01 0.00+0.01
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Figure 1: Shrinking ten peptide—protein complexes versus binder length (mean over complexes).
(Left) Coverage of the crystal interface subsequence. IDPepDesign sits above SCISOR; PepMLM
is de novo and lower. (Right) Fraction of preserved crystal interface indices. PepMLM is omitted
because it does not delete.

becomes more pronounced (0.54/0.066 versus 0.50/0.042). Although PepMLM achieves slightly
higher mean ipTM, it is unconstrained by the original binder sequence and therefore solves a different
design problem. These results indicate that target conditioning enables SCISOR to preferentially
retain interaction-relevant residues during sequence compression while producing higher-confidence
predicted interfaces (Table[2).

4.3 Target-conditioned peptide binder design

Table 3| and Figure 4| summarize de novo binder generation for 11 therapeutic targets. All methods
generate fully diverse peptide sets with no duplicate sequences. However, IDPepDesign consistently
exhibits the lowest mean pairwise sequence identity, indicating substantially greater sequence diversity
than PepMLM while maintaining comparable predicted interface quality. Despite containing only
approximately 53M parameters, IDPepDesign achieves interface confidence comparable to PepMLM
(650M parameters) and BoltzGen Design (~500M parameters). This demonstrates that explicitly
conditioning an insertion—deletion diffusion model on target sequences provides a highly parameter-
efficient strategy for peptide binder generation. Importantly, the increased diversity suggests that
IDPepDesign explores a broader region of peptide sequence space without compromising predicted
binding quality, making it a promising framework for discovering diverse candidate binders.

5 Conclusion

We presented IDPepDesign, a target-conditioned extension of SCISOR for sequence-only pep-
tide binder design. By augmenting an insertion—deletion diffusion model with lightweight target-
conditioning pathways, IDPepDesign generates realistic peptides, preserves the pretrained generative
capabilities of SCISOR, and achieves competitive peptide binder design despite using substantially
fewer parameters than existing methods. Our results further suggest that insertion—deletion diffusion
provides an effective inductive bias for identifying and preserving interaction-relevant residues dur-
ing peptide binder generation and sequence compression. Future work will focus on experimental
validation and scaling the approach to larger peptide—protein interaction datasets.
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Table 3: Mean = standard deviation of ipTM, ipSAE,in, and mean sequence identity on the 11

targets. Best mean per target/metric is highlighted in and second-best in . Lower mean

identity indicates higher sequence diversity.

Model Metric FGFR2 IL10Ra IL2Ra IL7Ra InsulinR LTK MDM2 PD-L1 SARS-CoV-2 RBD TrkA VirB8
ipT™M 0.72£0.12 0:74£0-18" 0.33+0.19 0.56+0.16 0.78+0.10 0.25+0.07 0.77+0.11 0.8840.04 0.61£0.14 0.66+0.15 0.5040.23

IDPepDesign  ipSAE 55, 0.1240.11 0.13:£0.13 0.01£0.03 0.034+0.03 0.16+0.12 0.00£0.00 0.19+0.13 0.3140.11 0.0340.04 0.07+0.05 0.0540.11
Mean identity  0.06£0.01  0.0640.01 0.0540.01 0.06£0.01 0.06+0.01 0.07£0.01 0.0640.02 0.06+0.01 0.09+£0.03 0.0640.01 0.06+0.01
ipTM 0.68+0.14 0.714+0.18 0.314+0.10 0.59£0.18 0.80+0.15 [0:29F0.13 0:91%0.05" 0.86+0.06 0.64+0.19 0.7440.14 0.68+0.21

Boltzgen ipSAE in 0.09+0.11 0.094+0.09 0.0040.00 [0:05£0.05 0.23+0.16 | 0.00£0.01 0.4940.15 0.28+0.16 0.04+0.06 0.134+0.11 0.1140.13
Mean identity 0.07£0.01 0.0740.02 0.0740.02 0.07£0.01 0.06+0.01 0.18%+0.05 0.0840.02 0.07£0.02 0.06+0.02 0.0840.01 0.07£0.02
ipTM 0.52+0.18 0.7140.16 [0:45%0.16 0.60£0.14 0.86+0.07 0.28+0.10 0.8840.05 [0.92%0.03 0.57+0.16 0.7040.10 0.49+0.19

PepMLM ipSAEin 0.04£0.05 0.084+0.10 0.01£0.01 0.04£0.04 | 0.294£0.12 0.00+0.00 0.39£0.13 [0.42£0.11 0.024+0.04 0.10£0.11  0.02+£0.03

Mean identity 0.3940.03 0.37£0.03 0.39+0.03 0.36+0.03 0.413+0.04 0.3940.04 0.43+0.04 0.40+0.04 0.41+0.05 0.34+0.03 0.3740.04
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A Training

Figure [2] shows the IDPepDesign denoising network. A noisy binder sequence is embedded and
processed by N DiT blocks. Diffusion time ¢ and the pooled target representation are fused into
a global conditioning vector that produces AdaLLN scale/shift parameters. Residue-level target
embeddings enter each block through cross-attention. The head outputs deletion logits over binder
positions.

A.1 Optimization

We fine-tune for 5 epochs with AdamW [Loshchilov and Hutter, |2019], learning rate 10~*, linear
warmup of 1,000 optimizer steps, gradient clipping 1.0, and no weight decay. Preprocessed batches
have size 8; we accumulate 32 steps for an effective batch of 256, matching SCISOR. That is ~1,023
optimizer steps in total. New parameters start at the zero-gate; the pretrained peptide ESM backbone
and FiLM weights are not frozen. The frozen target ESM-2 is used only to precompute embeddings
and is not in the training graph.

A.2 Hardware and resources
Fine-tuning, ELBO evaluation, K =5 sampling, and OmegaFold each run on one NVIDIA A100.
B Hyperparameters

Table 4] lists the architecture and optimization settings used for all experiments. FiLM width is
inherited from the SCISOR checkpoint and is not changed during fine-tuning. Cross-attention is
applied after every backbone layer.
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Figure 2: IDPepDesign architecture. (Left) The denoising network takes a noisy binder (insertions
added by the forward process), diffusion time ¢, and the target sequence. After N DiT blocks, a
LayerNorm and linear head produce deletion logits indicating which residues to remove. (Right) Each
DiT block applies AdaLLN using parameters predicted from the global conditioning vector (time +
pooled target), then peptide-to-target cross-attention over residue embeddings of the target, followed
by an MLP with residual connections. Newly introduced projections are zero-initialized so that the
pretrained SCISOR model is recovered at the start of fine-tuning.

Table 4: Training and architecture. FiLM width is pinned by the SCISOR checkpoint.

Item Value

Init checkpoint SCISOR_U90_S

Peptide backbone ESM-2 35M (esm2_t12_35M_UR50D), 12 layers
Frozen target encoder ESM-2 35M, residue dim 480

FiLM width d 256

Target encoder layers 2

Cross-attention after every backbone layer, 20 heads

New parameters ~15.2M / 52.6M total

tmax, O-rate 09,1.1

Train pairs / test pairs 52,461 /293

Peptide length (train) min 2, median 11, max 50

Optimizer AdamW, Ir 10™%, warmup 1,000 steps, clip 1.0
Effective batch 8 x 32 = 256

Epochs / optimizer steps 5/ ~1,023

C Shrinking Panel

Table [3] lists the ten heteromeric peptide—protein crystals used in Section [3.2] Complexes were
chosen so that the binder is long enough to shorten into the peptide window while remaining a
peptide—protein pair rather than a homomer. Binders are 31-50 residues, with 7-30 interface residues
(heavy atoms within 4 A of the target). Each binder is shortened to lengths 25, 20, 15, and 10. Target
and binder columns are the crystal chain IDs used for shrinking.



289
290
291
292

293

294
295
296
297

298

299
300

302
303

Table 5: Shrinking panel. Heteromeric peptide—protein crystals; the binder is shortened into the
peptide window. Interface size is the number of binder residues with a heavy atom within 4 A of the
target.

PDB Complex Target Binder L |iface]
1A2X  TnC-Tnl A B 31 19
3SGB SGPB-OMTKY3 E I 50 9
1HIA  Kkallikrein-hirustasin B 1 48 9
4RE1 TEADI-YAP B C 50 30
6ATH CDK2-—p27 B C 50 16
2P58 YscE-YscG C A 50 14
IN2D MLCIP-Myo2IQ A C 48 22
4JMF  ExoT-SpcS C A 50 16
INH2 TBP-TFIIA A C 50 7
4L5N  UNG-Ugi A C 50 15

D Sampling defaults

Unless noted, generation uses 20 diffusion steps, temperature 1, r=1, and K=5 corrector
steps. Shrinking uses the same temperature and a deletion budget S = Lypindger — L, with
L € {25,20,15,10} (Figure . PepMLM is run at the same output length as IDPepDesign and
SCISOR.

E Amino-acid composition

Fine-tuning should move generated sequences off the UniRef protein composition and onto the peptide
training distribution. Figure [3| compares residue frequencies of SCISOR samples, IDPepDesign
samples, and natural test peptides. IDPepDesign tracks the peptide set more closely than SCISOR,
consistent with the FPD drop from 1.84 to 0.75.
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Figure 3: Amino-acid composition of generated clouds versus natural peptides. Fine-tuning shifts
SCISOR toward the peptide residue frequencies; IDPepDesign with and without a target remain close
to each other.

F FPD and pLDDT

Fréchet protein distance (FPD). We calculate FPD of generated sequences to natural peptides using
ProtT5 embeddings [Elnaggar et al., 2022]] as

||,Unatura1 - ,usample||2 + tr(Enan:ural + Esa,rnple - 2(Enaturalzsample)1/2)

where p. and 2. are empirical means and covariances of the embeddings. pLDDT. We calculate
pLDDT scores using OmegaFold [Wu et al.| [2022]]. For computational efficiency, we use only 1 cycle
per sample. This results in lower overall pLDDT scores than the recommended default of 10 cycles.
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Distribution of ipTM (A) and ipSAE_min (B) per target and method
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Figure 4: Distribution of ipTM (A) and ipSAE,;, (B) on the 11-target panel. Each point is one
unfiltered 20-mer folded with the target. IDPepDesign matches PepMLM and BoltzGen on typical
interface confidence, with target-dependent spread (high on PD-L1, FGFR2, MDM2; near zero on
LTK).

G Binder-design panel

Figure {] shows the per-design distribution of ipTM and ipSAE,,;, on the 11-target panel from
Section Each point is one unfiltered 20-mer folded with the target; no sequences are ranked
or discarded before structure prediction. Spread is target-dependent: several receptors yield high
interface confidence for all methods, while LTK remains near zero.
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